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Overview 

  To be addressed: 
 Honeypot & Honeynet systems 

  Levels of interaction 
  LaBrea Tarpits 
 Strengths & weaknesses of current solutions 
  “we only want to gather, not analyse” 

 Our implementation: 
 Why and how. 
 PFSense & Vanilla OS as a medium interaction honeynet. 
 Our setup & our results 



Honeypots and Honeynets 

  The basics: 
 Honeypot: “…an information system resource whose 

value lies in unauthorized or illicit use of that 
resource.” (Spitzner 2003) 

 Honeynet: A network of honeypot workstations 

  Essentially: Honeypots & honeynets exist to be 
cracked 
 Safety & control 
 Monitoring 



Honeypots & Honeynets 

http://www.cse.wustl.edu/~jain/cse571-09/ftp/honey/fig1.png 

Attacker attacks what he/she 
“thinks” 
Is the victim computer in a network. 

But they are really attacking 
a honeypot in a honeynet. 



Level of interaction 

  High level: real OS, services, applications 
 More realistic to attacker 
 More time & effort spent by the attacker 
 Greater data collection, analysis & reporting 

capabilities 

  Low level: emulated OS, services, applications 
 Less realistic to attacker 
 Better for catching & monitoring automated attacks, 

virii & worms 



LaBrea Tarpits 

  Basic idea: 
 Allow outside access to the network 
 Allow internal access to the network 
 Deny outside access from within the network 

  Also known as “sticky honeypot” 
  Coined by Liston in 2001 in response to the 

CodeRed worm 
 But the name now encompasses the process rather than 

just the program. 
 Most (if not all) honeynets are now sticky 



The Rise of the High-level Honeynets 

  Most people nowadays prefer to use honeynets 
 Real or virtualised 
 All-round solution for capture & analysis 

  Gen I, II and III honeynets: 
 Every generation adds more and stronger data 

capture, analysis, processing & reporting functionality. 

  BUT 
 What happens to the data collection itself? 
 What if we want our honeynet to just capture the data 

and use something else to analyse them with? 



To automate or not to automate? 

  Most high-level honeynets automatically analyse 
and then present results 
 Use a variety of tools to automate analysis. 

 Eg Snort + ACID analysis & reporting engine 

  Not set up to collect the full contents of a packet 
 Used for tasks such as deep packet analysis. 
 Used in network security & digital forensic 

investigations 
 Complete data (= full header + full payload) 



To automate or not to automate? 

  Data gets automatically split up during data 
gathering. 
 Removes control from honeynet admin/operator 

 Removes control from researcher 

  Sometimes we don’t want to rely on automation and 
just want the dataset! 
 Easier to research, analyse, work with when developing 

software. 



Other issues 

  Most honeynet tools: 
 Work in progress 
 Difficult to set up, maintain & extend 
 Rely on large-footprint distributions (600+ MB disk 

space) 



Our reference implementation: 
PFSense + Commodity Hardware 
  Why? Why not use an existing solution? 

 Digital Forensic Attack Profiling Network 
 PhD in Digital Forensics & Network Security in Teesside 

University. 
 Dataset gathering technique for live data capturing 

  Just dataset creation, no integrated analysis & reporting 
  Approved by the ethics committee 

 ALL data collection to be at the honeynet bridge level 
 No data to be gathered from the honeypots 

 Open-Source solution 
 Easy to set up & maintain 
 Well-established & actively maintained tools 



A rough network diagram of our 
honeynet 



Our reference implementation: 
PFSense + Commodity Hardware 
  How? 

 PFSense Firewall distribution as the Honeynet Bridge 
 Vanilla (unmodified) Windows & GNU/Linux OS as 

honeypots 
 Tcpdump as the data collection software 
 Storage: Data transferred using 

 A dedicated IP address 
 Sftp (Secure File Transfer Protocol) 



Why PFSense? 

 PFSense Firewall distribution (http://www.pfsense.org/)  
as the Honeynet Bridge 
 Well-respected 
 Actively maintained 
 Small footprint 
 PF packet filtering 

  Extremely good as a firewall 
  Stateful Inspection 

 Very easy to install, set up, expand and maintain 
  Every step of the process is very well-documented 



The firewall rules for the honeynet 
+ LaBrea Tar-pit 



Why tcpdump as the data 
collection software? 

 Tcpdump as the data collection software 
 Very well-known and very well maintained 
 Very simple to use 
 Handles high-volume data collection 
 Can be easily adjusted to collect complete data 

  Full header 
  Full options 
  Full payload (data) 



Data collection using tcpdump in 
our reference implementation 



Our reference implementation: 
The Honeypots 
  Honeypot 1: 

 OS: Ubuntu Server 
 Version: 9.04 
  Services running: smb, 

ftpd, tftpd  

  Honeypot 2: 
 OS: Windows XP 

Professional 
 Version: Service Pack 2 
  Services running: httpd 

(IIS), telnetd (terminal 
services server)  

  Honeypot 3: 
 OS: Windows XP Home 
 Version: - 
  Services running: ftpd 

(warftpd)  

  Honeypot 4: 
 OS: Xubuntu Desktop 
 Version: 8.10 
  Services running: mysqld, 

sendmail 



A more complete network diagram 
of our honeynet 



Data gathered: An initial analysis 

  2Mbit DSL line  
  Data gathered between June 2009 and January 

2010 
  seasonal trends and variations 

  Honeynet is “discovered” within 2 days of going live 
  Attacks seen: 

 Port-scans 
 Brute-force password-guessing attacks against services 
 Attempts to upload content on FTP server 
 Targeted service exploitation attempts 



Traffic captured between June 
2009 and January 2010  



What the reference implementation 
has resulted in 
  Resulting honeynet is  

 More realistic in its appearance as a production 
network 

 Far smaller footprint than standard honeynet bridge 
setups 

 Much easier to set up, maintain and expand 
 Data gathered is 

 Complete 
 Easier to work with when developing network data analysis 

software 
 Network capturing process is far easier and much more 

adjustable 



The End 

Questions? 

Contact 
Georgios Chlapoutakis 

School of Computing, Teesside University 

Middlesbrough, Tees Valley, TS1 3BA 

Tel. 01642218121 ext. 4608 

E-mail: g.chlapoutakis@tees.ac.uk 


