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1. Introduction 
 

Ever since the start of the security wars, with crackers being their usual 

destructive selves and hackers trying to prevent them from breaking into 

systems, Linux has been considered to be the most secure solution of an 

Operating System. Its free source code (published under the GNU Public 

License) and its millions of users and programmers around the world strived to 

make it more secure both by auditing the freely available code of the OS and its 

utilities as well as by writing tools to help non-gurus secure it. 

 

In this paper, we are going to focus on the tools made available to the general 

public in order to better secure and protect their systems from both inside and 

outside attacks and malpractices. 

 

The paper will begin by describing and analyzing the security tools available for 

the protection of the core of the Linux OS, the kernel. Then it will move on to 

analyse the tools used to protect the internal structure (directories, files) of a 

Linux system. 

 

Finally, the paper will list the current tools used for the protection of the system’s 

points of contact with the outside world (web, mail, ftp etc.), like firewalling, 

portscan detection, Intrusion Detection Systems, secure communication and 

secure negotiation. 
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2.Core OS Security 
 

2.1 Kernel Security 
 
As it is known, the Linux Kernel is the most important part of the Linux Operating 

system. To tell the truth, Linux is basically the kernel, the rest of the components 

are programs under the GNU license. 

 
The person who created the Linux Kernel was Linus Torvalds, then a student in 

the university of Finland. When the first kernel was created it was around 

24kbytes, growing in size as the years passed, and is now around 25MB. 

 

As one can understand, being the most important part of the Linux Operating 

System, the Kernel needs to be secured so as to avoid anybody altering it in 

order to bring it down or take control of it. This process is called Kernel 

Hardening. 

 

Kernel Hardening therefore is defined as enabling additional kernel-level security 

mechanisms to improve the security of the system, while keeping system close to 

traditional Linux. 

 

One approach to secure the Linux kernel is to compile it with no module support, 

which is what most rootkits (programs that are designed to take control of the 

kernel by exploiting the weaknesses inherent in various kernel modules) aim for, 

as well as some security-related kernel options turned on. 

 

Another and more advanced option, which is also going to be our focus, is 

patching it with some programs that either remove functionality from the kernel 

modules or introduce new functionality to the kernel itself. 
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What follows, therefore, is an introduction and analysis of the security kernel 

patches currently in existence, namely the Openwall kernel patch, LIDS (Linux 

Intrusion Detection System, Medusa DS9 Security Systems kernel patch, 

LoMaC, RSBAC (Rule Set Based Access Control for Linux) and Grsecurity's set 

of kernel patches for the Linux Kernel. 

 

2.1.1 Openwall Project kernel security patch 
 

This is the most well known security patch for the Linux kernel, covering kernel 

versions 2.0 and 2.2. 

 

According to their own admission, found in the patch's README file, the patch is 

a collection of security features to cover either new aspects of security or to 

secure the existing kernel modules. 

 

Their number increases or decreases with each new version as the new kernels 

going out fix old bugs but introduce new ones. 

 

Furthermore, the patch contains the following features: 

 

Non-executable user stack area, which makes running buffer overflows, and 

especially heap overflows, difficult up to impossible to work. 

Secure /tmp, which is what some programs exploit to be able to run commands 

and access files with elevated privileges. 

Restricted writes into un-owned named pipes (FIFOs), which make data 

spoofing attempts harder. 

Secure /proc, which prevents users from looking at information for processes 

they do not own. 

Special handling of default files descriptors for SUID binaries, which prevents 

some attacks against SUID programs and files (the SUID bit allows a file or 

program to run using the privileges of its owner, which is basically root. They 
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are used, as some programs require elevated access to be able to write data 

and use data to and from some files and/or directories.). 

Several security-related improvements related to process memory space 

handling such as de-allocating shared memory segments not associated with 

any process. 

 

2.1.2 LIDS (Linux Intrusion Detection System) 
 

LIDS was written by Xie Huagang and Philippe Biondi. 

 

LIDS is a patch that provides Mandatory Access Control (MAC) to the kernel. 

MAC enables higher levels of security than standard UNIX Discretionary Access 

Control (DAC) since it allows more fine-grained access control and protection of 

files from owner and superuser (who loses a lot of power in a MAC-enabled 

system). 

 

LIDSs philosophy views the system as a set of subjects (programs) and objects 

(files), with the subjects being given the right to access objects and perform 

some operations. Those rights can be restricted by time, and there is also a set 

of global capabilities. 

 

LIDS can also protect and hide files and processes, grant access privileges on 

an individual basis, and give programs special rights called capabilities. It also 

works in the kernel, disallowing malicious kernel modules from loading and has a 

kernel-based port-scan detector. 

 
Recently, though, a security vulnerabilities team called TESO announced an 

published a paper on a serious bug that was discovered in LIDS that could lead 

to a system breach, so therefore we see that even kernel patches can sometimes 

be security vulnerabilities themselves. 
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2.1.3 Medusa DS9 
 
The Medusa project was born in the summer of 1997, when the first version of 

the kernel patch was released. Funnily enough, all the Medusa kernel patches 

got their second initials from the Star Trek terminology (DS9 being Deep Space 

9, and the previous version being NG, Next Generation). 

 

The Medusa DS9 is a package that improves the overall security of the Linux OS 

by extending the standard Linux security architecture while preserving backward 

compatibility. 

  

The tool implements the ZP Security Framework, which is intended to be a 

framework for implementation of any security model. 

 

The project consists of two major parts, the VS monitor which works in the kernel 

of the OS and the SDC (Security Decision Center), which works as a user-space 

daemon. 

 
The VS model (Virtual Spaces model) replaces the access control matrix. The 

objects and subjects are separated into the finite number of domains, named 

virtual spaces. Each object is assigned a set of abilities (a set of virtual 

terminals), one for each access type. Access is granted when the object and the 

subject share at least one common virtual space for the given access type. 

 

The Security Decision Center is responsible for the dynamic changes of a 

security model in time. 

 

Before the execution of certain operations, the kernel asks the authorization 

server for confirmation. The authorization server then permits or forbids the 

operation. The authorization server can also affect the way an operation is 

executed in some cases. 
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Communication between the SDC (called Constable) and the kernel goes 

through the special device “/dev/medusa” as this makes it faster and more 

flexible.  When the kernel needs confirmation, it writes data to this device, makes 

the current process sleep and wakes up Constable. Constable reads the data 

from /dev/medusa, chooses a response, sends it back to the kernel and sleeps. 

The kernel gets the data, wakes up the process and determines the result of the 

operation. 

 

The security daemon has to use a specific communication protocol defined in 

kernel, so it is possible to implement a full-featured authorization server by only 

knowing this protocol and knowing that the kernel supports it without worrying 

what's really happening in the kernel. 

 

Medusa is the second kernel patch we have seen so far that utilizes the Subject-

Object type of structure. 

 

2.1.4 Saint Jude LKM 
 

To understand this kernel module, we need to first of all explain how the Saint 

Jude Model (the model the kernel module implements) works. 

 

Saint Jude is a model for the detection of unauthorized or improper root 

transitions. 

 

The model states that: 

 

Each privileged process is associated with a restriction list. 

Each restriction list is based on a global rule-base that describes the valid 

transitions for an application, which is run within a defined context. 
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If a privileged process calls fork(), vfork(), fork1() or clone() the resultant child 

process will inherit the restriction list from its process. 

The Best Match for any single application in the rule-base is defined as the rule 

that matches the filename of the application executed, matches the most 

command line arguments passed to execve() along with the application and is 

a subset of the prior restriction list, if it exists. 

Upon losing privilege, the privilege list for a privileged process is destroyed and 

the process is no longer monitored. 

Upon acquiring privilege, the newly privileged process has a privilege list 

generated for it, and is monitored until it looses that privilege. 

Upon an execution request, the request is checked against the process's 

restriction list and if a matching rule is found the execution is permitted or else 

the execution is aborted. If the execution is permitted, a new restriction list is 

generated based upon the best match rule-base for the new application. 

 

The Saint Jude Linux Kernel Module is the implementation of that model, in the 

Linux OS. 

 

It detects remote compromises of protected daemons via the Override directive, 

thus averting attacks in the form of Internet worms and direct attacks using 

unpublished exploit code. 

 

It also protects itself as well as core components of the system with the addition 

of features that block the removal of the immutable flags on ext2 and ext3 (the 

old and new version of the file system in Linux), which make the system read-

only by inhibiting the OS from modifying the protected file system object. 

 

There is also protection against kernel level vulnerabilities such as the ptrace bug 

found in the 2.4 kernel versions prior to 2.4.12. 
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2.1.5 Grsecurity's kernel patch for Access Control List 
 

The Grsecurity patch was published in February 2001 and was created for the 

kernel version 2.4.1 of the Linux Kernel. 

 

The goal of the project is for protection against all forms of address space 

modification bugs, the implementation of Access Control Lists and easy porting 

to other Operating Systems. 

 

It features a robust ACL system with an intelligent user space administration tool, 

extensive auditing capabilities, measures to stop most of the common methods 

of exploiting a system such as Address Space Modification, races and breaking a 

chroot jail. Also support for sysctl, netfilter module to drop connection to 

unserved TCP and UDP ports, many randomness featured OpenBSD offers and 

an enhanced version of the Trusted Path Execution. 

 

2.1.6 LOMAC 
 

Lomac is a security enhancement for Linux that uses Low Water-Mark Mandatory 

Access Control to protect the integrity of processes and data from viruses, Trojan 

Horses, malicious remote users, and compromised root daemons. 

 

Lomac is implemented as a kernel module and, although it is still not complete, 

still provides some useful integrity protection. It operates on single-CPU 

machines and utilizes the Linux kernel version 2.2. 

 

Once loaded, LOMAC divides the system into two levels of integrity, high and 

low. The high side contains all process and files that should be protected from 

malicious code. The low side contains the processes that interact with remote 

users and the files they download from the net. 
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During run-time, LOMAC protects high files and processes by preventing low 

processes from modifying or signaling them. 

 

Lomac makes decisions based solely on integrity levels and not user identity and 

its permission checking is done in addition to the current Linux protection 

mechanisms. 

 

2.1.7Solar Designer's secure Linux patches 

 

Those patches developed for the 2.0 kernels provide a nonexecutable stack to 

reduce the threat from buffer overflows, as well as patches to deal with some 

/tmp race conditions. 

 

However, they do tend to cause some problems with certain programs and 

libraries, which depend on an executable stack, therefore it is recommended to 

be used only by experienced system administrators. 

 

 

2.2Linux File system Security 
 

The Linux file system is basically a network file system where each user has 

different privileges from another user in the system, thus being able to keep their 

files private from all other users except root, of course. And this last bit about the 

root having access to just about anything is the problem and the thing most 

coveted by any malicious attacker wishing to break into the system.  

 

A malicious attacker, when gaining access to the system (in the form of a simple 

user) will first try to obtain the status of the root, either by exploiting their way via 

one of the attacks mentioned in the Kernel Security or by finding and cracking the 

root password. Once they have root access, the first thing they will do is disable 

any logging features the OS has in place and destroy any logs of the attack to 
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erase their tracks and make sure no tracks of their activities inside the system 

exist. 

 

This part of the paper will focus on 3 topics, Permissions, Passwords and 

Logging, as these are the most vulnerable aspects of the Linux file system. 

 

2.2.1 Permissions 
 

As we already discussed in the previous section, a malicious attacker can gain 

root privileges by creating a buffer/heap overflow and exploiting that to i.e. 

Spawn a shell. 

 

One way to check the permissions and scan for existing SUIDs and new SUIDS 

and GIDS in a system is to use the find command, by entering  

 

#find / -perm -4000 

 

This will give you all the files that have the SUID bit set. 

 

The problem with this command, of course, is that okay, it will give you all the 

SUID/SGID files but you will need to run it daily/monthly and manually figure out 

which files have been given SUID/SGID since the last check, which is a very long 

and tedious process. 

 

2.2.1.1 Secheck 
 

Secheck is a small shell script written to take a snapshot of a given system 

nightly for security.  

It shows: 

Open ports on the system. 

Current users on the system. 
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How much drive space is free. 

Shows SUID and SGID files on the system. 

Checks for users with root accounts. 

Checks for password less accounts. 

Shows system processes. 

Shows who has su'd to root. 

Shows all files with now owner. 

Shows the differences between a baseline copy of /etc/passwd, /etc/shadow, 

/etc/group, and /etc/inetd.conf. 

Emails the output of all these to a user specified in a wrapper script. 

 

2.2.1.2 COPS (Computer Oracle and Password System) 
 

The heart of COPS is a collection of some programs that each attempt to tackle a 

different problem area of UNIX security. COPS provides a method of checking for 

common procedural errors and aids a system in protection its users from 

ignorance, carelessness and the occasional malcontent user. 

 

The COPS suite of programs, therefore, checks: 

 

File, directory and device permissions/modes. 

Poor passwords. 

Content, format, and security of password and group files. 

The programs and files run in /etc/rc* and crontab files. 

Existence of root-SUID files, their write ability, and whether or not they are shell 

scripts. 

A CRC check against important binaries or key files to report any changes in 

them. 

Write ability of users home directories and startup files (.profile, cshrc, etc.) 

Anonymous ftp setup. 
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Unrestricted tftp, decode alias in Sendmail, SUID uudecode problems, hidden 

shells inside inetd.conf, rexecd running in inetd.conf. 

Miscellaneous root checks 

Dates of CERT advisories versus key files. That means it checks the dates that 

various bugs and security holes were reported by CERT against the actual 

date on the file in question. 

The Kuang expert system, which takes a set of rules and tries to determine if 

the system can be compromised. 

 

COPS either mails or creates a file of any of the problems it finds while running 

on the system. It also includes various reporting programs such as CARP (COPS 

Analysis and Report Program, which is a results interpreter to analyse and 

generate a summary on various COPS reports from a complete network or set of 

hosts. 

 

2.2.1.3 TIGER 
 

Tiger is a set of scripts that scan a Unix system looking for security problems, in 

the same fashion as Farmer's COPS. 

 

It features: 

 

 Scripts for checking embedded pathnames ownership and permissions, with 

detailed reports of any path problems. 

 Sanity checks on the system's base files. 

 Check for mail aliases problems. 

 Check for cron entry problems. 

 Check of group and password problems. 

Check anonymous ftp configuration for performance. 

 File system scans for reporting device files, world write able directories, and 

symbolic links to system files, setuid executables. 
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“tigercron” facility with report differencing capability and mailing of reports. 

Explain facility, called tigerexp, which provides explanations for all messages 

and the ability to manually expand the facility. 

 

2.2.1.4 TRIPWIRE 
 

Tripwire is a tool that checks to see what has changed on the system. It monitors 

key attributes of files that should not change, including binary signature, size, 

expected change of size, etc, balancing security, maintenance and functionality. 

 

The core application checks to see what monitored files have changed on a 

system. It identifies unauthorized data corruption, isolates the problem and 

allows IT managers to repair problems with minimal or no network downtime. 

 

Tripwire creates a database of important system files in a known configuration 

that represents the desired good state. The administrator sets the criteria for 

what will be monitored. Subsequently, running the application provides 

information on what deviation occurred from the baseline. This is done by 

comparing the existing state with the desired good state. Any changes outside of 

specific boundaries will be detected and reported. If the changes are valid, the 

administrator can accept the changes and update the baseline with the new 

information. If the change is not valid, remedial action can be taken to return to 

the desired good state. 

 

The core tripwire application consists of two components, Tripwire for Servers 

and Tripwire Manager. 

 

Tripwire for Servers is a self-contained integrity assessment system installed on 

each machine that Tripwire Manager monitors. 

 

Tripwire Manager is a Java-based, platform-independent management console 
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with a graphical user interface that enables system administrators to manage 

thousands of installations of Tripwire for Servers from a central location. 

 

2.2.2 Passwords 
 

Passwords are the first line of defense in just about any system there is. To enter 

the Linux OS, a user needs to type in his username and password. If the 

username and password combination is correct then the user is admitted and a 

login prompt appears, if not the user has to re-type his username and password. 

 

Passwords are created using the crypt() program, which has traditionally been 

used in Unix systems. Crypt was based on the enigma encryption algorithm but 

was considerably trivialized. Recently, a new encryption program is used for 

password creation and encryption. Mcrypt, created by Nikos Mavrogyanopoulos, 

has replaced crypt and supports multiple encryption algorithms, such as 

Blowfish, DES, 3-DES etc. 

 

The problem with passwords is that they can also be guessed if the /etc/passwd 

and /etc/shadow files fall in the hands of a malignant user or an attacker. If such 

a person gets their hands on these two files, they can use a program such as 

crack or John the Ripper to decode the password file and gather up all the 

passwords of all the users. 

 

In the previous section, we have seen that many security tools currently exist to 

check for weak passwords as well as modified /etc/passwd and /etc/shadow files. 

 

But the same technique attackers use can also be used by the system 

administrators to check the passwords on their system to determine their 

strength and notify the users of the results. 
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It is with this in mind that an analysis of the two most widely known password 

cracking programs, crack and John the Ripper, follows. 

 

2.2.2.1 Crack 
 

Crack is a password-guessing program that is designed to quickly locate 

insecurities in a Unix password file by scanning the contents of that file looking 

for users who have misguidedly chosen a weak login password. 

 

Crack is not a program designed to break the password of every user in 

the file.  Rather, it is designed to find weak passwords in the file, by 

attacking those sorts of bad passwords which are most likely to be used, 

in the order in which they would most easily be found. 

 

The first pass that Crack makes is over the user data user information gleaned 

from the users' password field. The first sweep of the second pass, consisting of 

lowercase dictionary words, gets about another 5% of the passwords. 

For the further sweeps, the percentages cracked per sweep tail off, 2%, 1%, and 

0.5%...  But they are the people with fairly exotic passwords, and it's only 

common sense that that they will take some time to crack. 

 

Because of the way the UNIX crypt() algorithm works, each encryption is 

"salted" with a two letter sequence which is stored as the first two 

characters of the encrypted password.  This salting means that the word 

"fred" can be encrypted and appear in a password file in (literally) 

thousands of different ways - so long as each encryption has a 

different salt. 

 

Hence, it makes sense to do things in this manner: 

 

1) Sort and group the input data by encryption salt. 
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2) For each different groups' encryption salt 

Get a dictionary word 

Encrypt it using that salt (This is the time consuming bit) 

Compare the encryption with each member of the group with that salt 

If it matches, you have guessed that users password. 

 

2.2.2.2 John the Ripper password cracker 
 

John the Ripper is designed to be both powerful and fast. It combines 

several cracking modes in one program, and is fully configurable for your 

particular needs (you can even define a custom cracking mode using the 

built-in compiler supporting a subset of C). Also, John is available for 

several different platforms, which enables you to use the same cracker 

everywhere (for example, even continue a cracking session that you started 

on another platform). 

 

Out of the box, John supports (and auto detects) the following cipher text 

formats: standard and double-length DES-based, BSDI's extended DES-based, 

FreeBSD's (and not only) MD5-based, and OpenBSD's Blowfish-based. 

 

With just one extra command (required to extract the passwords), John can 

crack AFS passwords and WinNT LM hashes. 

 

Unlike other crackers, John doesn't use a crypt(3)-style routine. Instead, 

it has its own highly optimized modules for different cipher text formats 

and architectures. Some of the algorithms used couldn't be implemented in 

a crypt(3)-style routine: they require a more powerful interface (bit-slice 

DES is an example). Additionally, there're assembly routines for several 

processors and architectures (special Intel Pentium version, x86 with MMX, 

generic x86, Alpha EV4, SPARC V8). 
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2.2.3 Logging 
 

Logs are very important for any administrator of a system to read, as they are the 

reporting mechanisms for all actions the system takes, from login information to 

intruder detection. Their detailed reporting, though, is also the problem as not a 

lot of administrators have the time necessary to shift through pages and pages of 

system logs, so they conveniently ignore them. 

 

This section will detail the three types of logging mechanisms currently available 

in Linux and will also detail some log-watching programs, which are used to 

glean useful information from all these logs. 

 

2.2.3.1 System logging mechanisms 
 

2.2.3.1a. Syslog 
 

Syslog is the standard logging mechanism for Unix systems of all types.  

 

According to the syslog(8) manpage: 

 

“The syslog() function sends a message to syslogd(1M), which, depending on the 

configuration of /etc/syslog.conf, logs it in an appropriate system log, writes it to 

the system console, forwards it to a list of users, or forwards it to syslogd on 

another host over the network. The logged message includes a message header 

and a message body. The message header consists of a facility indicator, a 

severity level indicator, a timestamp, a tag string, and optionally the process ID. 

The message body is generated from the message and following arguments in 

the same manner as if these were arguments to printf(3B), except that 

occurrences of %m in the format string pointed to by the message argument are 

replaced by the error message string associated with the current value of errno. 

A trailing NEWLINE character is added if needed. Values of the priority argument 
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are formed by ORing together a severity level value and an optional facility value. 

If no facility value is specified, the current default facility value is used.” 

 

As we read above, the syslog command works in conjunction with the syslog 

daemon, which is configured via the file /etc/syslog.conf and accepts log data 

from the kernel by means of the klogd daemon. The configuration is basically 

easy and you can do quite a lot of things such as specifying what files keep what 

data, or you can set up syslog to send all data to an available console (/dev/tty1-

10) to be able to interactively view everything the syslog reports or even to a 

remote logging server. 

 

Syslog allows you to encode messages by level and by facility. Levels can be 

considered various levels of a problem (e.g. warning, error, emergency) whereas 

facilities are considered to be service areas (e.g. printing, email, network). Syslog 

also allows you to forward log entries to another machine for processing, in this 

way syslog functions as a distributed error manager. 

 

A pre-configured syslog installation is part of the base operating system in 

virtually all variants of Unix and Linux 

 

2.2.3.1b. Syslog-ng 
 

Syslog-ng (“syslog new generation”) is an attempt to increase syslog's flexibility 

by adding better message filtering, better forwarding, and eventually message 

integrity and encryption.  

 

Syslog-ng is able to filter messages based on the contents of messages in 

addition to the priority/facility pair. This way only the messages we are really 

interested in get to a specific destination. Another design principle was to make 

log forwarding between firewalled segments easier: long hostname format, which 

makes it easy to find the originating and chain of forwarding hosts even if a log 

 18



message traverses several computers. And last principle was a clean and 

powerful configuration file format. 

 

In addition, Syslog-ng supports remote logging over both the TCP and UDP 

protocols.  

 

Furthermore, Syslog-ng can be used in conjunction with TCP tunneling tools 

such as stunnel and ssh to authenticate or encrypt log messages sent to remote 

hosts. 

 

2.2.3.1c. SDSC Secure Syslog 
 

SDSC syslog went public in 14/12/2002 and is the latest syslog tool that means 

to replace the current syslog program in Unix and Linux. 

 

According to their press announcement, SDSC syslog is intended as a high-

performance and high-security replacement for "syslog classic". 

 

It is intended for sites with high volumes of syslog transactions that also want 

security and integrity features and compatibility with new audit standards.  

 

SDSC syslog is a complete new design incorporating new features and 

capabilities, including: 

  

Modular input modules for socket, UDP network connections, TCP/BEEP, etc. 

A message switch to perform log message routing, multiple output modules for 

UDP, TCP/BEEP, "syslog classic" files, structured files. 

Multi-processing - handles more input syslog steams, provides better scalability 

Support for draft standards such as "syslog-reliable" (RFC 3195, syslog 

messages over BEEP). 
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Currently, SDSC syslog is in a Release Candidate version, is maintained by the 

University of California and for the time being contains the University's software 

policy, but is expected to change into the BSD license. 

 

2.2.3.2 Log analysis and display tools 
 
2.2.3.2a SWATCH 
 

Swatch was a perl program written by E. Todd Atkins and was originally written 

to actively monitor messages as they are written to a log file via the syslog utility 

and notify the administrator when interesting events occur. 

 

Swatch monitors the log files for specific triggers, when those triggers are 

matched it notifies you in a pre-determined manner. 

 

You can run swatch in either batch mode, where you examine a log file's 

contents and then exit, or in monitor mode, where swatch continually monitors 

the log files evaluating each new record. 

 

It provides a variety of notification options and offers great ease of configuration 

as well as a very easy installation script that will copy all the libraries, manpages 

and perl files to their proper directories. 

 

 

 

2.2.3.2b LogSentry 
 

LogSentry automatically monitors your system logs and mails security violations 

to the administrator on a periodic basis. It is based on a program that ships with 

the TIS Gauntlet firewall buts has been improved to work with normal system 

auditing. 
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It processes log files created by system daemons as well as other tools of the 

Psionic Technologies company (PortSentry, HostSentry). It can also clearly 

report security violations and strange behavior on the part of processes. 

 

It is published under the GNU license. 

 

2.2.3.2c Logsurfer 
 

Logsurfer was developed to monitor any text-based log files in real-time. It works 

on any text file, or text from standard input and it can handle very large amounts 

of data. 

 

Other features include the ability to specify exceptions, as matching of lines is 

done by two regular expressions, the use of contexts instead of single lines, 

flexible but easy configuration, timeouts and resource limits, and the ability to 

handle shifting of log files. 

It also features dynamic rules that can change the actions associated with log 

messages and multiple reactions on one logline. 
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3.Perimeter Security in Linux 
 

Perimeter Security is defined as the process and tools involved in securing the 

outside points of contact of a Linux system. Points of contact include web and ftp 

services, remote access to the system and resistance to outside attacks in all the 

aforementioned points of contact. 

 

Usually, the attacker will first run a portscan tool to determine the open ports of a 

system and the services running on them, and in the case of a specific tool called 

nmap, the system and kernel running on it as well as the owner of each of the 

processes. 

 

Then, the attacker will try to find a way to exploit one or more of the services so 

as to either gain a simple user account of the system, or grab the passwd file or 

spawn a root shell. 

 

There are many ways to exploit each of the services running on a system, 

depending on which ones are running at the time the attack commences, the skill 

of the attacker and the current bugs of each of the services running on the 

machine. 

 

Most dangerous services to be running on a system are usually the web-server, 

the ftp server, all the R utilities (as they are called) which include portmap, rhosts 

and rsh, the X server, the nfs services such as exported filesystems and the 

remote access services (telnet) as well as the mail servers. These services are 

dangerous from a security standpoint because of the lack of proper 

authentication mechanisms (as they were written a long time ago and have not 

been much improved security-wise since). 

 

This section will start with tools used to secure some of the aforementioned 

services, then tools to check for vulnerabilities in a system, then analyse the 
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current firewall tools developed for Linux and it will finally analyse tools that can 

be used to detect portscans and attempts at penetration. 

 

3.1Tools to secure services 
 

The tools to be analyzed here are going to be TCP Wrappers, portmapper, 

rpcbind, the Secure Sockets Host and the Secure Sockets Layer, as they either 

replace or enhance most of the services mentioned before. It will also talk about 

mail server programs that are created with security in mind as a replacement of 

the standard sendmail server, as well as a tool to enhance the security of 

sendmail. 

 

3.1.1 TCP Wrapper 
 

The tcp wrapper is a simple but effective tool for monitoring and controlling 

network activity. 

 

It was written by Wietse Venema when his university was under attack from a 

malicious user and has been expanded and updated ever since, with millions all 

over the world using it for their systems and major Linux distributions including it 

in their structures. 

 

Some of its features include: 

No need to modify configuration files or existing software. 

Ease of installation, as it is installed without any need of further configuration. 

No impact on the legal users of the system. 

There is no exchange of data with the network client or server process, 

eliminating the risk of software bugs. 

Suitable for both TCP and UDP services. 

Protection against name server spoofing. 

Optional access-control facility, shielding off open systems. 
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Booby-trap facility to implement early-warning systems, useful for firewall 

computers. 

 

With TCP wrapper, the system launches the wrapper for inetd connections, logs 

all attempts and then verifies the attempt against an access control list. If the 

connection is permitted, the wrapper hands over the connection to the relevant 

binary. If the connection is rejected by the acl, then the connection is dropped. 

 

3.1.2 rpcbind 
 

This is yet another tcp wrapper-style tool, this time for the rpcbind daemon, and it 

provides a simple mechanism to stop remote access to the NIS (YP), NFS and 

other rpc services from malicious intruders. 

 

It features host access control on IP addresses, forwarding through an 

unprivileged port of requests that are forwarded by the rpcbind process, refusal 

of REMOTE requests sent to high-numbered UDP ports. 

 

However, there is no protection against IP address spoofing attacks, but it does 

provide the system with another early-warning mechanism. 

 

3.1.3 portmapper 
 

Another of Wietse Venema's tools, this time as a replacement for the portmapper 

daemon, implementing protection against theft of NIS passwd files, forcing ypset 

to bind hosts to a rogue NIS server, and theft of NFS file handles. 
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3.1.4 Secure Sockets Host (SSH) 
 

Secure shell was created in 1995, to first replace the R commands, but later 

became an entire suite of tools used for securely accessing servers. 

 

Secure Shell is a protocol that provides authentication, encryption and data 

integrity to secure network communication. Implementations of Secure Shell offer 

a secure command shell, secure file transfer and remote access to various 

applications through a secure tunnel. 

 

Secure shell basically offers three main capabilities, which are Secure-command 

shell, to replace telnet, secure file transfer to replace ftp, and port forwarding. 

 

In the case of the secure-command shell, one can access the remote host as 

they would by issuing the telnet command. However, while the telnet command 

allows for clear-text communication and data interchange (such as usernames 

and passwords and other sensitive communication), ssh adds a variety of 

encryption standards in the communications interchange, thus achieving 

encryption capabilities with little to no speed variations. 

 

In the case of Secure file transfer, we have a new protocol called SFTP (Secure 

File Transfer Protocol), which is layered over the secure shell protocol and 

handles file transfers. SFTP encrypts the username and password as well as the 

data being transferred. Also, it uses the same port as the secure shell, 

eliminating the creation of a separate port, and can avoid NAT (Network Address 

Translation)-related problems, as in the case of normal FTP. 

 

Finally, Port Forwarding can securely re-route applications and traffic from the 

client to the server and vice versa. Thus, multiple applications can be securely 

forwarded between two computers without the need of extra ports being opened 

and with the privilege of encryption. 
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Currently, there are two SSH standards available. This happened when the 

normal SSH's license was turned into a closed source one, thus limiting the open 

access to its source code. That prompted the development of an open source 

version of SSH, called OpenSSH, primarily used in OpenBSD and then ported to 

Linux and other flavors of Unix. 

 

At the time this section is written, OpenSSH is natively installed in all Linux 

distributions and the current version number is 3.5, while the closed source SSH 

client is proprietary and is currently in version 2, with a version 3 pending.  

 

3.1.5 Secure Sockets Layer (SSL) 
 

The Secure Sockets Layer was designed and implemented by Netscape 

Communications, which claims the protocol to have been created to protect any 

higher-level protocol built on sockets. Therefore, it ignores the details of higher-

level protocols and what they carry. 

 

SSL provides encryption of a session, authentication of a server and message 

authentication. Both the Handshake and the Application protocols in SSL operate 

on top of the SSL Record Protocol, a means of encapsulating authentication 

information. 

 

The authentication of the session takes from 5 to 8 messages and it relies on the 

existence of a key certification mechanism to authenticate the server. A great 

deal of ciphers and security hashes are supported. 

 

As SSL too is closed source, though, an open version of it has been created. 

OpenSSL is the open standard for SSL communication, created using SSLeay as 

a predecessor, and accomplishes the same functionality as the proprietary 
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counterpart. OpenSSL too was first created for OpenBSD and then ported to 

other operating systems, Linux included. 

 

3.1.6 Postfix 
 

Created by Wietse Venema, Postfix is an MTA (Mail Transport Agent) that 

attempts to replace sendmail, the widely-known MTA used in Linux and the Unix 

environment. It is considered to be fast, easy to administer and much more 

secure than sendmail is, in the same time being as compatible as possible to the 

sendmail way of doing things so as to make the transition easier. 

 

According to the project's web site, Postfix is up to three times faster than its 

closest competitor, boasting the capability to send up to 1,000,000 different 

messages in a day. The MTA uses multiple layers of defense to protect the local 

system against intruders, as well as having the ability to run in a chroot jail. 

 

Postfix is designed to behave rationally under stress. When the local system runs 

out of disk space or memory, the Postfix software backs off, instead of making 

the problem worse. By design, no Postfix program keeps growing as the number 

of messages etc. increases. Postfix is designed to stay in control. 

 

The MTA is built from over a dozen little programs that each perform only one 

specific task: receive a message via SMTP, deliver a message via SMTP, deliver 

a message locally, rewrite an address, and so on. Sites with specific 

requirements can replace one or more little programs by alternative versions. 

And it is easy to disable functionality, too: firewalls and client workstations don't 

need local delivery at all. 

 

Security-wise, Postfix uses multiple layers of defense to protect the local system 

against attackers. Just about every daemon can run in a chroot jail with fixed low 

privileges. There is no direct path from the network to the security-sensitive local 
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delivery programs - an attacker has to break through several other programs first. 

Postfix does not even trust the contents of its own queue files, or the contents of 

its own IPC messages. It filters sender-provided information before exporting it 

via environment variables. Last but not least, no Postfix program is set-uid. 

 

3.1.7 Qmail 
 

Qmail, created by Dan Bernstein, is a secure, reliable, very efficient and very 

simple MTA. Built as a replacement of sendmail it supports host and user 

masquerading, full host hiding, virtual domains, relay control, etc., up to the point 

of including a sendmail wrapper to be transparent to the clients. 

 

Security-wise, it features clear separation between addresses, files, and 

programs, minimization of setuid code (qmail-queue), minimization of root code 

(qmail-start, qmail-lspawn), five-way trust partitioning and optional logging of one-

way hashes, entire contents, etc. 

 

Qmail also supports all Unix variants and adapts itself easily to just about any 

Unix and Linux version/distribution. 

 

3.2 Network Vulnerability Scanners 
 

Network Vulnerability Scanners are kind of ambiguous tools. Their use stands 

somewhere between good and malicious usage. 

 

It is true, a great deal of Vulnerability Scanners are used by attackers to map out 

the system before an attack, so they can be dangerous. 

 

However, the same great deal of scanners are also used by prudent 

administrators who wish to check their networks for vulnerabilities and bugs, 

which makes their use legal. 
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One thing is for certain, though, when a system is scanned by such tools, the 

logs fill up extremely fast, which can be used as an early-warning system, 

especially if a tool is constructed that will detect sudden changes in the log file 

created by increased alert activity. 

 

In this part of the paper, a few such scanners, which are considered especially 

effective in locating bugs and vulnerabilities, will be described. The first one the 

paper will look at is Nessus, SARA, and SAINT, as they are the ones that get 

updated with security vulnerabilities most quickly and thus are more up-to-date. 

 

3.2.1 Nessus 
 

The Nessus project is a very fast, reliable security scanner, with a modular 

architecture that is free and up-to-date. 

 

It features a plug in architecture, allowing one to add their own tests apart from 

the ones in the package using the scanner's own test writing language, NASL 

(Nessus Attack Scripting Language). 

 

It has an up-to-date vulnerability database for recent security holes which is 

updated on a daily basis, a client-server architecture, the server running as the 

attacker and the client serving as a front-end and concurrency in its scanning 

procedures, which allows it check multiple hosts at the same time. 

 

Its mart service recognition and multiples scanning identify services that run on 

customized ports and services that run in more than one instance and it has the 

ability to test SSL-aware services. 

 

Furthermore, it will not only tell you what security problems it finds on your 

system but also give out a solution as to a possible fix. 
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3.2.2 Security Auditor's Research Assistant (SARA) 
 

According to the web-site's description of the program, SARA is a third 

generation Unix-based security analysis tool written by Bob Todd, based on the 

early work and model of Farmer's and Venema's SATAN (Security 

Administrator's Tool for Analyzing Networks). 

 

The program works by remotely probing the system and storing its findings in a 

database. The results can be viewed with any web browser that supports the http 

protocol. 

 

It supports and is fully compliant with the FBI/SANS Top 20 Consensus, which is 

a list of security vulnerabilities the SANS institute has published, and it is 

SANS/ISTS Certified. 

 

It features standalone or server mode, it is updated twice a month and supports 

third-party plug-ins and remote self-scan and API. 

 

It also interfaces with Nmap and SAMBA for operating system fingerprinting and 

SMB security analysis. 

 

SARA can also generate reports of hosts by type, service, and vulnerability and 

by trust relationship. In addition it offers tutorials that explain the nature of the 

vulnerabilities and how they can be eliminated. 

 

3.2.3 SAINT 
 

SAINT (Security Administrator's Integrated Toolkit) supports two scanning 

modes, a simple one and an exploratory one. 
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In the first one, it gathers as much information about remote hosts and networks 

as possible by examining the services on the host(s) it is searching, gathering 

such things as the presence of potential security flaws, well-known bugs, poor 

policy decisions. Reporting and using a simple rule-based system to search for 

potential security flaws is then initialized, as per user specification. The results 

appear in an html-formatted document. 

 

In the second one, it will examine the trust and dependency relationships 

between hosts on the network but also over secondary hosts, allowing the user 

to also examine the entire network and services from the point of trust and its 

implications in the general network security policy. 

 

SAINT first uses fping to test if the servers are up when a firewall does not exist. 

If a firewall does exist, it uses tcp_scan probing of common ports to achieve the 

same result. It then passes the results to a data collection engine, which 

correlates the data and runs tests and probes as per the probe level that is set. 

The record that results contains the host, the tests run and the results found, if 

any. The user interface, which is basically an HTML page, links the data together 

to form a coherent description of the system that the user can understand. 

 

3.3 Linux Firewalls 
 

3.3.1 Definition and types of firewalls 
 

Basically a firewall is a device or collection of devices that restricts the access of 

``outside'' networks to ``inside'' networks. 

 

There are currently three models used to classify firewalls. Proxy gateways, 

circuit level relays and packet filters. 
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The first of the three, proxy gateways, a.k.a Bastion Host, is used to completely 

lock down the network from outside access, with access being attained only 

through proxy processes to the bastion host, who will connect the request to the 

network and serve as the linking point. 

 

The second of the three, circuit-level relay is similar to the proxy gateway model 

with the only difference being the application-unawareness of the proxies 

involved. A very good example of this firewall model is what is called a SOCKS 

host. 

 

The third model (and the one this section will concentrate upon), packet filtering, 

is the most common model of the three, working on the concept of forwarding 

packets based on rules. Those rules involve the source and destination IPs, the 

source and destination port numbers, the protocol of the packets, and other 

information such as the interface the packet arrives, TCP flags etc. 

 

Its difference from the other two models is the IP forwarding. Such a firewall is 

usually a router and its function is to forward packets. 

 

The packet filtering firewall contains three facilities, accounting, blocking and 

forwarding, the first one keeping statistics about bytes and packets, the second 

one specifying rules for accepting or rejecting packets from and to the firewall 

itself and the third one specifying which packets will be forwarded out of the 

firewall. 

 

3.3.2 Packet-filtering firewall programs 
 

There are currently three programs implementing the packet-filtering model of 

firewalling. 
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The first one in order of age is ipfw, a utility in the net-tools package that will 

allow the root user to add, delete or list information dealing with the accounting 

and firewall rules. 

 

The second one, ipfwadm, written by Jos Vos, is an administrative utility for IP 

firewalling and accounting which is similar to ipfw, but offers a slightly more 

intuitive interface, better output and a better manpage. 

 

The third one, Linux ipchains, is a rewrite of the Linux IPv4 firewalling code 

(which was mainly stolen from BSD) and a rewrite of ipfwadm, which was a 

rewrite of BSD's ipfw. It is required to administer the IP packet filters in Linux 

kernel versions 2.1.102 and above. 

 

The fourth and latest addition to the packet-filtering programs in Linux is the 

Linux Netfilter/IPTables. The netfilter/iptables project is the Linux 2.4.x / 2.5.x 

firewalling subsystem. It delivers you the functionality of packet filtering (stateless 

or stateful), all different kinds of NAT (Network Address Translation) and packet 

mangling. One can use netfilter/iptables for all kinds of firewalling, NAT or other 

advanced packet processing. 

 

Netfilter is a set of hooks inside the Linux 2.4.x kernel's network stack, which 

allows kernel modules to register callback functions called every time a network 

packet traverses one of those hooks. 

 

IPTables is a generic table structure for the definition of rule sets. Each rule 

within an IP table consists out of a number of classifiers (matches) and one 

connected action (target). 

 

Netfilter/IPTables is the firewalling program upon which most people rely 

nowadays, as it is the one with the most fine-grained control and most advanced 

features available. 
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3.3.3 Firewall creation tools based on IPTables 
 

There are currently a great deal of both scripts and firewall building tools that are 

designed to work with IPTables, utilizing its various features to automatically 

create a firewall solution based on the answers they get during configuration. 

 

Configuration is most usually done either by a text-based menu or using a GUI 

(GTK or QT or TCL/TK) front-end. 

 

What follows is a presentation of 3 firewall-building tools that are widely known to 

the general public, both administrators and home users. 

 

3.3.3.1Shorewall 
 

The Shoreline Firewall, more commonly known as "Shorewall", is a Netfilter 

(iptables) based firewall that can be used on a dedicated firewall system, a multi-

function gateway/router/server or on a standalone Linux system. 

 

Its features include stateful packet filtering, integration with Webmin to provide a 

graphical user interface, flexible address management and routing support, 

blacklisting of individual and sub networks of IP addresses.  

 

It also has VPN support, support for Traffic control and shaping and Media 

Access control verification. 

 

3.3.3.2 Firewall Builder 
 

Firewall Builder is multi-platform firewall configuration and 

management tool.  
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It basically consists of a graphical user interface and set of policy compilers 

designed for many different platforms. It uses an object-oriented approach, 

helping the administrator maintain a database of network objects and allows the 

editing of policy models using simple drag-and-drop operations. 

 

Firewall Builder can generate configuration files for any supported target firewall 

platform using the policies created by the graphical user interface, thus providing 

both a consistent policy management and possible migration paths. 

 

Firewall Builder allows the system administrator to maintain multiple firewalls 

using the same network object database.  

Any change made to an object is immediately enforced in the policy of all 

firewalls under this object. The only thing the administrator needs to do is 

recompile and install the policies on the actual firewall machines. 

 

Administrator works with an abstraction of firewall policy and NAT rules. That 

means that software effectively "hides" specifics of particular target firewall 

platform, helping the administrator to focus on the implementation of the security 

policy. 

 

Policy compilers can deduct many parameters of policy rules using the 

information available through network and service objects therefore generating 

fairly complex code for the target firewall, resulting in relieving the administrator 

remembering all its details and limitations. They can also run sanity checks on 

firewall rules to make sure errors are caught before the deployment of the policy. 

 

3.4 Portscan Detection Tools 
 

A portscan is broadly defined as sending packets of data to all the ports defined 

in /etc/services and, by waiting for a reply of any kind from them, determining 

what services are running on a system. 
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Portscanning has been used by both attackers and system administrators to 

check what ports a system has open to the outside world. The former use this 

method to locate services, which might be susceptible to one form of attack or 

another and in the same time profile the system they are about to attack. The 

latter use it for things ranging from making sure the services they have opened or 

closed have indeed been so, up to verifying the state of those ports after a 

firewall has been installed and filtering rules have been applied. 

 

As already mentioned, the LIDS kernel security hardening script contains a 

kernel-level portscan detector. 

 

However, there are some more advanced tools that act both as a portscan 

detection mechanisms but also as portscan blocking mechanisms, blocking 

access to the IP(s) they detect of attempting to start a portscan. 

 

This section will describe two such portscan detection tools, one being a simple 

reporting tool called scanlog daemon (or scanlogd) and the other being a pro-

active portscan detector and blocker called portsentry. 

 

 

3.4.1 The Scanlog Daemon 
 

The scanlogd daemon is a TCP port scan detection tool, originally designed to 

illustrate various attacks an IDS developer has to deal with.  

It is designed to use either libnids or libcap or a combination of both libraries as 

well as its raw socket. 

 

The portscan detection tool is basically designed to be totally safe, as it does not 

use user privileges. Instead it uses its own user id and group id, a user/group 

called scanlogd. 
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When it detects a portscan in progress it sends all alerts of it in the syslog 

reporting process. 

 

3.4.2 Psionic PortSentry 
 

Psionic's PortSentry portscan detector was previously a part of the Abacus set of 

tools, along with HostSentry and LogSentry, but at some stage they split up into 

individual tools, however keeping their coverage of each other’s techniques 

combined when all three are in action. 

 

Portscan is designed to detect SYN/half-open, FIN, NULL, X-MAS and oddball 

packet stealth scans. 

 

PortSentry can be used in three ways: 

 

In classic portscanning mode, utilizing a set of predefined ports, which can be 

customized from bare bones logging to a very analytical logging. 

 

In its stealth portscan detection mode (also known as stealth mode), it does not 

bind to anything. An attacker still has to hit a tripwired port to activate the 

sensor though. To prevent other issues, this scan mode will not react if the 

ACK flag of the TCP packet is set. This prevents causing alarms on 

"established" connections that happen to take one of your high ports 

temporarily. 

 

For some protocols such as FTP the client actually opens up ports   

in the ephemeral range (1024-65535) and the server then connects *back* to 

you. This would normally cause the port scanner to activate.  
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In its advanced portscan detection mode, PortSentry will look at the incoming 

connection and determine if it is destined for one of these "temporary" 

bindings. If it is, then the connection is ignored for that one time. As soon as 

the connection is torn down the window closes and full protection is back 

again. 

 

Once a portscanning process is detected, the program will block the host in real-

time by using an ipfwadm/ipchains/iptables rule and/or adding the offender's IP in 

hosts.deny, and/or add a rejection route in the system's routing table for the 

offender's IP address, making the system turn into a black hole and disappearing 

from the attacker. 
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4.Conclusions 
 

This document was purposefully broad in its content, as the security tools for the 

protection of a Linux system are nowadays great in number. Even as this paper 

is written, security teams all over the world are designing and programming new 

and improved security defenses, and individuals or teams of individuals wearing 

the black hat of the computer security field (namely crackers or black-hat 

hackers) are finding new ways or improving old ways to be able to circumvent the 

security offered by the primer. 

 

This paper was meant to only explain some of the tools that were found to be 

most popular in their use and in their effectiveness against malicious attempts 

and the methods of their application. 

 

As it is said in various papers, knowing is being prepared, and the saying's 

application to the computer and network security fields is hopefully been made 

apparent. 
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