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During last week, I repeatedly heard talk about the "policy" some so-called 
"administrators" have thought to enforce on their systems. The "policy" of theirs is 
basically to actually block access to ALL 65535 ports on their networks (INPUT, 
FORWARD, OUTPUT) apart from a few choice ports, like ssh (22), http (80) and the 
proxy (8080). This, they argue, would enable the users of the system to actually be 
able to connect to the net and would block all attempts by those pesky bad "hacker" 
brats to break into the system.

Thinking I was being put on, I took the chance of being laughed at publicly and asked 
the rumor-spreading crowd if they meant all the normal ports. Surely, I said, they 
weren't planning on blocking ports above 1024! No, they said, they are going to block 
ALL 65535 ports!

So, after a long bout of laughter, and as I am currently in my philosophical mood, I 
decided to actually detail the reason this "policy" will fail and fail miserably at that.

Let's start by looking at how a client service connects to a server service.

In the client/server model of networking, a client opens a connection to a server, the 
server accepts the connection and sends data to the client, which the client receives 
(the actual mechanism involves the well-known TCP-handshake if we are talking 
about a TCP service).

More specifically, the client opens a socket to a random port the number of which is 
between 1024 and 65535 and is found not to be used by any other socket (else our 
socket dies). After the socket has been created, the client sends the request to the 
port used by the server, which is either the default as specified in the service's RFC 
(or in /etc/services) or a custom port defined by the server's administrator during 
initialisation. The server, then, accepts the client's request and sends any data to the 
port the client socket is in. An example:

A Client wants to connect to a web-page on a Server. What happens is: Client:2345 <-
-> Server:80

Ports over 1024 are considered reserved for system-specific use only, which is exactly 
why they are used by the client application as it is for this reason those ports were 
reserved.



What happens when use of that range of ports is blocked is quite readily apparent. 
While a client is still able to open a socket to a reserved port, it can neither send or 
receive any data as the packets are dropped. The client, in this case, retransmits the 
data for a finite period of time (defined by the client's timeout limit) and when nothing 
is received it dies with either a timeout or another message, depending on how the 
client deals with the inability to send/receive data. If the client cannot open the socked 
due to the port being blocked then it dies with a message indicating the condition.

For the purpose of this paper, I tested this "policy" on one of my test boxes, which I 
configured to have all but the ssh and web-server services blocked, including the 
range of ports over 1024. Alobar is the box that is so configured and inanna is another 
box in the network which we try to connect to, and which also tries to connect to us.

Let's first see what happens when we try to ping, ssh and access a web page on 
another box.

darksyn@alobar:~$ ping inanna
PING inanna.secbible.org (192.168.0.1) 56(84) bytes of data.
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted

--- inanna.secbible.org ping statistics ---
12 packets transmitted, 0 received, 100% packet loss, time 11017ms

Let's see what we can see... All the packages we transmit are not transmitted, 
because ping's sendmsg function, which is the one that uses the raw socket to send 
the packages, cannot use the random port it opens, therefore we get the error 
message that the operation is not permitted. That stops bad guys from doing nasty 
things such as DoSing (DoS = Denial of Service attack) boxes but it also stops bad 
administrators from doing equally nasty things such as checking if a server is up 
without physically going over to the server room and checking it out.

darksyn@alobar:~$ ping alobar
PING alobar.secbible.org (192.168.0.2) 56(84) bytes of data.
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted



ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted
ping: sendmsg: Operation not permitted

--- alobar.secbible.org ping statistics ---
13 packets transmitted, 0 received, 100% packet loss, time 11999ms

Oh, goodness gracious me! We can't even ping our own system!!!

darksyn@alobar:~$ telnet inanna 80
Trying 192.168.0.1...
telnet: connect to address 192.168.0.1: Connection timed out

Here's the netstat -a dump of the transaction:
tcp        0      1 alobar.secbible.o:32772 inanna.secbible.or:http 
SYN_SENT

Here we're trying to view a web-page in another box. (I use telnet because I can't be 
bothered to open up a normal browser or lynx, but the principle is still the same.) Of 
course, the connection times out. Why? The netstat dump shows us that a tcp service 
from alobar, that (and this is the interesting bit) uses the local port 32772, is trying to 
access the http port of another box. But how can our program use the local port to 
send the SYN and expect to receive anything since we have blocked the ability of that 
program to latch a socket into the local port? For which reason the connection times 
out.

darksyn@alobar:~$ telnet alobar 80
Trying 192.168.0.2...
telnet: connect to address 192.168.0.2: Connection timed out

Here's the netstat -a dump of the transaction:
tcp        0      1 alobar.secbible.o:32774 alobar.secbible.or:http 
SYN_SENT

Hey, is this not our own box? The one we have configured to accept connections to 
port 80? Why then does it still time out? The answer is still the same as in the 
previous example. 



Now, let's try to ssh another box on our network and see what happens (does anyone 
see a familiar by now pattern?):

darksyn@alobar:~$ ssh -l darksyn inanna
ssh: connect to host inanna port 22: Connection timed out

Here's the netstat -a dump of the transaction:
tcp        0      1 alobar.secbible.o:32775 inanna.secbible.org:ssh 
SYN_SENT

The reason we can't access the box is the same as in the other cases. Our ssh client 
opens a socket to a port over 1024, specifically 32775. But it cannot send or receive 
anything as the port is blocked.

Mind you, other people will be able to see the web page on port 80, but how bout 
running a script that requires something that needs sockets in the server? Or what 
will happen when you try to read your mail by going in through SSH to the server? And 
how on earth will users of the system be able to use Netscape to access the proxy 
which is open on port 8080 if the local port socket netscape opens up doesn't do a 
thing?

So, what else is affected by the block on ports over 1024? Well, anything that operates 
on the principle of opening sockets to privileged ports. This, I am afraid to say, 
includes just about any and every program that connects to anywhere to get anything 
using sockets. Which of course includes Web-browsers, e-mail transporters 
(sendmail)  and client (outlook) programs, chat clients, network browsing utilities, 
Samba servers, NFS servers, MS Office, even CD-playing utilities such as MS Player 
(or whatever it is called) as they maintain a socket to receive CDDB data which 
automatically recognise what music CD you are playing and prints out the details of 
that CD. You can find that out for yourselves by using netstat (with the -a option) or lsof 
or netlist or by using the plain old tcpdump (if you have root access).

So, what will the bad guys think of this, then? That depends basically on exactly how 
the blocking will be done. What they won't be able to do is a normal TCP_connect() 
port scan that also pings the host to see if it is up. Of course, they could quite easily 
do a zone transfer and get the hosts that exist on the network and then do either a 
SYN, ACK, FIN or XMAS scan on ports they suppose are up, some of which will be. Or, 
if they know that there is an HTTP server operating they can exploit it and once they 
gain access to the system use an ARP scan to see what else there is and then use 
ettercap (possibly) which identifies hosts on a network by also using ARP (it did find 
the blocked-off host on my network). One thing is for sure, however you block the 
system people can still exploit the things you will allow.

The purpose in creating a network is that authorised people who are coming either 
from outside or who are actually sitting in front of a desk and keyboard should be able 
to access it and use its resources. Shutting down any possible means of 



communication within and outside of the network in such a way that not even the 
systems that comprise the network be able to access their own resources defeats the 
purpose of having the network in the first place. Sort of like killing the patient in the 
case they have a toothache. In one word OVERKILL!

Currently, there are over a thousand ways to secure a system. Do we really need a 
level of security that will secure the computers from themselves?

Cheers
DarkSYN


